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Planning Algorithms for Complex Robotic Systems
I am a computer scientist with a background in algorithmic motion planning for complex robotic
systems. I seek to deeply understand and to rigorously address the computational challenges that
arise when planning for robots. My research, lying at the intersection of Computer Science and
Robotics, is motivated by the key insight that in order to address these challenges, traditional
Computer Science algorithms, tools and paradigms need to be revisited. This requires (i) understanding and analyzing the unique domain-specific computational challenges in robotic planning
and, subsequently (ii) developing algorithms to address these challenges to provide the robotics
community foundational tools to solve real-world problems.
My research, focusing primarily on planning the motion of complex robotic systems, addresses
questions such as “Why are standard path-planning algorithms for graphs (Dijkstra, A*, etc.) illsuited for robotic motion planning?” and “How can we design, analyze, and implement alternative,
more suitable, path-planning algorithms?” This is done by developing and adapting tools from
diverse disciplines such as computational geometry, probability theory, and machine learning. My
work has been published both at Robotics and at Computer Science conferences and journals. It
has led to a deep theoretical understanding of robot motion-planning and to the development of
efficient algorithms and data structures applicable to real-world planning problems. Subsequently,
these tools have been applied to real-world problems such as planning the motion of a robot when
task-specific constraints, like not tipping over plates or spilling glasses, are introduced.
Graduate & Post-graduate Research During my graduate studies I focused on general computational challenges that are common to most motion-planning problems for complex robotic
systems—how to plan in complex scenarios (scenarios where the robot is required to move in
highly-constrained spaces) and how to provide efficient algorithms that produce high-quality paths.
One approach I introduced was obtained by revisiting the concept of using arrangements in motion
planning (Fig. 1a). Arrangements were ubiquitous in early work on motion planning and were intensively used to develop foundational theoretical results [1]. However, alternative, more-practical
approaches such as sampling-based planning were adopted by the robotics community for their
simplicity and effectiveness. In [2, 3] I introduced a general algorithmic framework that integrates
geometric, arrangement-based methods with sampling-based approaches to obtain planners that
can improve over the state-of-the-art by several orders of magnitude with respect to their running
times. However, this approach is suitable for relatively simple robotic systems, namely, systems
that induce a low-dimensional search space. Thus, I set to study complex systems that induce
high-dimensional search spaces such as multiple robots moving simultaneously. To this end, I developed a planning framework [4, 5] that drew upon the unique characteristics that graphs have in
common motion-planning algorithms: These discrete graphs are embedded in a continuous search
space and are used to approximate its structure (Fig. 1b). This inspired a novel path-planning
algorithm that was applied to multi-robot motion planning and to planning for multi-link robots.
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Figure 1: Revisiting classical Computer Science tools for Robotic planning. (a) Integrating arrangements with
sampling-based approaches. (b) Novel path-planning algorithms in discrete graphs embedded in continuous spaces.
(c) Nearest-neighbor data structures specifically tailored for motion planning. (d) Markov chain Monte Carlo for
efficient sampling in non-Euclidean spaces.
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The aforementioned works only considered finding a path, but in practice we wish to plan
high-quality paths, given some optimization criteria. Here, both the memory requirements as well
as the efficiency of common algorithms are computational bottlenecks. I started by considering
the problem of graph sparsification—reducing the size of a graph while approximately retaining
path costs in the compressed graph. This has been an active area of research in Computer Science
and efficient algorithms to compute such compressed graphs, also known as spanners, exist. By
exploiting the fact that the underlying search space is continous, and borrowing ideas from the
surface-simplification literature, I developed a novel sparsification algorithm named RSEC [6].
RSEC was shown to outperform spanner-based approaches both with respect to its compression
capabilities and with respect to the quality of paths that it could produce.
Shifting from addressing memory requirements to efficiency, I presented several algorithms that
attenuate the computational cost of checking that robot motions are free of collisions—an operation
that often dominates the running time of motion-planning algorithms. For example, in [7] I suggested a planner that, given a parameter ε, produces a path whose cost, asymptotically, converges
to the cost of the optimal path within a factor of 1+ε. This, in turn, enables balancing the speed of
computation and the quality of the path computed—a key requirement in real-world applications.
As another example, in [8] I used the notion of lazy computation where collision-detection computation is deferred until it is absolutely necessary; this dramatically decreases the number of collision
checks required when compared to state-of-the-art algorithms. This was done without sacrificing
the quality of the solution that may be obtained. Interestingly, lazy computation (in the context
of motion-planning algorithms) can shift the computational bottleneck from collision detection to
nearest-neighbor computation—a well-studied problem in Computer Science. To this end, I characterized settings where the practical computational role of nearest-neighbor search is comparable
to the portion of time taken up by collision detection [9]. Moreover, I specifically adapted nearestneighbor data structures for motion-planning algorithms (Fig. 1c), and demonstrated how these
data structures can be used to dramatically decrease the algorithms’ running time [10].
The challenges I addressed in my graduate studies are general, and can be applied to a wide
range of robotic systems. However, studying general problems may lead to a detachment from the
true challenges that interest the robotics community. Thus, during my postdoctoral work, I shifted
to studying domain-specific planning problems, focusing my research on several specific robotic
systems (Fig. 2). Starting with the different facets of manipulation in the presence of humans, I
studied the problem of planning in the presence of risk where continuous exposure is much worse
than intermittent exposure [11]. This occurs, for example, in pursuit-evasion where sneaking in and
out of cover is the preferred strategy. I suggested a natural cost function to capture this constraint.
Unfortunately, existing path-planning algorithms cannot directly accommodate this cost function
which led me to suggest an efficient path-planning algorithm that does (Fig. 3).
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Figure 2: Different robotic platforms that have

Figure 3: Planning with visibility constraints: On the left

been used in my research. (a) HERB—a bimanual
mobile robot built for daily tasks in household environments (b) WAREC—a disaster response robot
for extreme environments.

and right are paths planned using Dijkstra’s and my algorithm, respectively. The bottle is depicted in green or red
when it is visible or occluded from the viewpoint of the user,
respectively.
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In robotic systems, it’s often important to take kinematics (speed, velocity, etc.) into account.
Thus, in [12] I studied the problem of planning high-quality paths for manipulators with such
differential constraints (Fig. 1d). Here, the search space is non-Euclidean, making the problem
extremely challenging. I developed an efficient algorithm by using Monte Carlo sampling methods,
which are effectively used in the Machine Learning community, to solve the problem.
To understand the challenges of planning for real-world systems, I also studied the motion
of humanoid robots—complex systems that have multiple modes of operation (walking, crawling,
climbing). Here, a fundamental challenge is how to effectively guide a planner in searching the
complex space induced by the humanoid. This is often overlooked in the literature, forcing users to
handcraft domain-specific heuristics. To address this challenge, I developed generic tools integrating
ideas from topology and graph search to automatically design highly-effective heuristics to guide
the planner. Using these tools, I designed an algorithm to plan the motion of the robot’s footsteps
as well as one to plan a path for the humanoid to follow this footstep plan [13].
Future Research Robotics has the potential to dramatically change the world, ultimately making it a better place. From medical robotics to assistive robots in household environments, the
potential to impact and assist our lives is limitless. Computer Science, in my view, is a vibrant,
active field that can address fundamental computational challenges motivated by real-world applications. To this end, I am convinced that the two fields should constantly feed each other, inducing
intriguing questions that I wish to address.
Indeed, many tools that are actively used in traditional Computer Science research are underutilized in Robotics and should be revisited under this lens. For example, to provide high-quality
paths, common algorithms sample a huge amount of data. Sublinear-time algorithms could be
extremely useful in such settings, when properly adapted. Another example is online algorithms
and competitive analysis. These may be effective tools (especially by looking beyond worst-case
analysis) in many cases, such as minimizing both planning and execution time for robotic systems. In my research I plan to explore these underutilized tools, further bridging the gap between
Computer Science and Robotics.
On the other hand, computational challenges of many exciting robotic applications can be
potentially solved by revisiting and adapting Computer Science tools. Specifically, I am interested
in systematically addressing, from the algorithmic and software perspective, the computational
challenges that arise when planning in several fast-growing domains, which I describe next.
The first domain I am interested in is minimally-invasive medical devices. Minimally
invasive procedures, which include laparoscopic surgery and percutaneous needle-based procedures,
use state-of-the-art technology to reduce the damage to human tissue when performing surgery.
They have been shown to dramatically reduce patient recovery time. However, they raise a plethora
of computational challenges: For example, concentric-tube robots are controlled by either axially
rotating or telescopically translating individual tubes. Controlling such tubes is highly unintuitive
for humans, motivating the need for new user interfaces and efficient planning algorithms. My
recent work on planning given task-specific constraints [14] was motivated by robotic manipulators.
However, the tools I developed can be applied to plan paths for such concentric-tube robots.
I envision the surgeon providing a reference path and my algorithm producing the actual path
for the tip of the tube that follows the reference path. I am currently exploring the feasibility
of this application. Another example is using steerable needles to obtain tissue samples from
multiple regions of interest in medical settings such as lung biopsies [15]. Here, we are required
to plan a sequence of paths that will reach multiple goals while avoiding obstacles and adhering
to curvature constraints; a problem known as the multi-goal planning problem [16]. Notice that
here we are required to determine both the order of the goals and the individual paths connecting
adjacent goals. This should be done while minimizing some optimization criteria such as the path
length. A final example of the algorithmic challenges that arise in this context relates to design
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of mechanical devices. Here, using rapid fabrication methods such as 3D printers, it is possible to
design robots that are tailored to specific tasks or users. Challenging questions range from “how
can an optimal design be efficiently computed?” through “how to account for uncertainty in the
fabrication process?” to “can a figure of merit be computed efficiently that balances, design cost
and quality of paths that may be computed using the design?” Here, the algorithms I designed for
efficient, high-quality planning (e.g., [7, 8, 12]) can be used as a stepping stone to address these
questions.
A second domain I am interested in is warehouse automation. Companies such as Amazon
make use of huge warehouses which are increasingly automated. Nowadays, when an order is placed,
robots retrieve pods containing multiple bins of items. These are brought to packers which take the
items out of the bins and manually pack them. The ongoing demand to increase the throughput of
such systems raises a multitude of computational challenges. For example, an immediate challenge
that is only partially addressed relates to planning the motion for multiple robots that have to
move in tight quarters. Here, not only are planning algorithms important (of which I already have
experience [3, 4]) but also interesting optimization problems are required such as “what is the
optimal number of robots that should be deployed to maximize throughput?” Another example of
the intriguing challenges relates to the packing process where robots are currently not used at all. To
harness the full potential of robots, we require that either (i) the robots will be able to dexterously
pick up and manipulate a wide range of items and pack them (a task which is still far from being
feasible) or that (ii) the robots will be able to work side-by-side with human operators. Both options
entail complex planning settings. The former requires planning in tight quarters which I have ample
experience in (e.g., [2, 3]). However, it also requires reasoning about the specific challenges that
arise in robot manipulation—a domain where I believe a collaborative effort is required by the
community. To this end, I am actively developing benchmarking protocols for manipulation in
order to create a standard set of problem instances that can be used to compare motion-planning
algorithms for manipulation. This effort is done in collaboration with leading researches in the field
and preliminary results were recently presented in a dedicated workshop at the recent International
Conference on Intelligent Robots and Systems (IROS)1 . The latter manipulation challenge (working
alongside humans) requires plans that are legible, reproducible and safe. Indeed, I already started
to study the algorithmic questions that arise in Human-Robot Interaction—I organized a workshop
on Mathematical Models, Algorithms, and Human-Robot Interaction2 at RSS, one of the premier
international robotic conferences.
Both domains I detailed demonstrate the computational challenges that arise when deploying
robotic systems in the real world. They require revisiting the traditional tools that were developed in the absence of these specific domains in order to adequately address the domain-specific
computational challenges.
Finally, while my main focus is addressing the computational challenges that arise from the
robotics domain, I am enthusiastic to see their application beyond the realm of robotics. I believe
that some of the tools that I aim to develop are relevant to other domains such as traffic management
and future energy systems and I intend to explore the use of my tools in these domains.
To summarize, my theoretical background in Computer Science has enabled me to address
fundamental problems in Robotics and to advance algorithms in both disciplines. I intend to
further explore the computational challenges that arise from real-world, complex robotic systems
such as surgical robotics or warehouse automation and revisit existing tools and paradigms (as well
as developing new ones) in Computer Science. Consequently, I believe that this research direction
can ultimately have a significant impact on both disciplines.
1
2

http://ycbbenchmarks.org/IROS2017workshop.html.
http://www.personalrobotics.ri.cmu.edu/workshops/ahri2017/.
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Open Source—a remark To see the impact of my work in the real world, and to provide the
robotics community with readily available, efficient tools, I believe that all the tools and algorithms
I develop should be publicly available. I am convinced that open-source code is key for a global
cooperative advance in science and technology. Indeed, during my graduate studies I already integrated the implementation of one of my algorithms [7] into OMPL, an open-source C++ library
containing many motion-planning algorithms. I also co-authored an open-source C++ library that
enables speeding up motion-planning algorithms using nearest-neighbor search3 and contributed to
Cgal, an open-source library for computational-geometry algorithms4 . I plan to continue accompanying my research publications with publicly-available open-source software.
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search,” CoRR, vol. abs/1710.06738, 2017.
[15] L. B. Kratchman, M. M. Rahman, J. R. Saunders, P. J. Swaney, and R. J. Webster, “Toward robotic needle
steering in lung biopsy: a tendon-actuated approach,” in Medical Imaging 2011: Visualization, Image-Guided
Procedures, and Modeling, p. 79641I, 2011.
[16] S. Alatartsev, S. Stellmacher, and F. Ortmeier, “Robotic task sequencing problem: A survey,” Journal of
Intelligent & Robotic Systems, vol. 80, no. 2, pp. 279–298, 2015.

3
4

http://acg.cs.tau.ac.il/projects/rtg/RTG.
https://doc.cgal.org/latest/Arrangement_on_surface_2/group__PkgArrangement2.html.

